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Always read the introduction: Integrating regulatory
and coding sequence evolution in yeast
ANNETTE M EVANGELISTI
B.S., Mathematics, University of Maryland, 1991
M.A., Applied Mathematics, University of Maryland, 1998
Ph.D., Biology, The University of New Mexico, 2010
ABSTRACT

We analyze duplicate genes in a yeast, Saccharomyces cerevisiae with the
aim of determining a gene’s history and to observe that gene in its genomic
context. In Chapter 2 we show that the fate of a duplicate gene pair is in part
determined by its genome location. Moreover, we show that for two classes
of duplicate genes, resulting from either small-scale duplication or wholegenome duplication, this fate can often be assessed by measuring the
patterns of asymmetry in the sequence divergence of the genes in question.
In Chapter 3 we study duplicate genes in the context of their local
environments by comparing the patterns of evolution in the coding sequences
of duplicate genes for ribosomal proteins with their upstream non-coding
sequences. We found that while the coding sequences show strong evidence
of recent gene conversion events, similar patterns are not seen in the noncoding regulatory elements. These duplicated ribosomal proteins are not
functionally redundant despite their very high degree of protein sequence
identity. This analysis confirms that the duplicated proteins have diverged
considerably in expression despite their similar protein sequences.
In Chapter 4 we analyze the structure of the transcriptional regulation network
and characterize the molecular evolution of both its transcriptional regulators
viii

and their regulated genes. We found that both subfunctionalization and
neofunctionalization of transcription factor binding play a role in divergence.
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Always read the introduction: Integrating regulatory
and coding sequence evolution in yeast

Annette M. Evangelisti
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Introduction
Interpreting the genetic code is like deciphering any other language. Knowing the
alphabet or words does not always give rise to understanding. We study a
language from different aspects, for each language has a history, a grammar,
and contextual meaning. While we know the genetic alphabet and can “read”
genes, we cannot consistently predict the function of the protein produced. So in
the same manner in which one studies a language we apply this to our
investigation of genes. Specifically, we analyze duplicate genes in a yeast,
Saccharomyces cerevisiae with the aim of determining a gene’s history and
observe that gene in context to uncover the function of the resulting gene
product.
What is our current understanding of how genomes change? Haldane (1933)
first predicted the existence and evolutionary importance of gene duplication in
1933, well before DNA sequencing techniques were developed. In 1970, Ohno
(1970) expanded Haldane’s ideas by suggesting that duplicated genes were
candidates to acquire novel function. With the considerable number of published
genomes today, it is now known that gene duplication is a common occurrence,
but that the rate of duplication varies both among species and among genes. For
the majority of duplicate genes, both duplicates experience a short period of
relaxed selection, resulting in one member of the pair quickly losing its function
(Lynch and Conery 2000). The probability of loss of duplicated genes through
genetic drift depends on the species, the mode of duplication, and the expression
level of the gene (Taylor and Raes 2004).
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Gene duplication occurs at different scales, ranging from whole genome
duplication (WGD) to small scale duplications (SSD). Many researchers believe
that WGD (or polyploidization events) are a precursor to evolutionary innovation
(Comai 2005; Otto 2007; Soltis et al. 2009; Wittbrodt et al. 1998). Most WGD
events do not survive the rigors of evolutionary selection but the WGD that have
endured have given rise to very diverse and successful descendents (Van de
Peer et al. 2009). Various lineages including flowering plants (Blanc et al. 2000;
The Arabidopsis Genome Initiative 2000; Tuskan et al. 2006), amoeba (Aury et
al. 2006), and vertebrates (Meyer and Van de Peer 2005). The first such event
to be detected from a whole-genome sequencing effort was discovered in S.
cerevisiae (Wolfe and Shields 1997). By mapping the relative genome orders of
S. cerevisiae and seven related species, Byrne and Wolfe (2005; Wolfe 2000)
have provided an essentially complete list of S. cerevisiae genes that remain.
The nature of the duplicate genes that are not lost are of interest as they may
include gene groupings that retain specific functional classes. Genes such as
transcription factors, kinases, and ribosomal proteins commonly remain
duplicated after WGD but, surprisingly, are not generally duplicated in smaller
events (Aury et al. 2006; Blanc and Wolfe 2004; Freeling and Thomas 2006;
Maere et al. 2005; Seoighe and Wolfe 1999).
Under what conditions are duplicated genes retained in a genome? There are
several different processes that can preserve a duplicate gene in the genome.
First is the classic pathway of neofunctionalization whereby one of the duplicate
genes acquires a new function (Hughes and Hughes 1993; Ohno 1970) while the
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other gene retains the ancestral function. The second model (Force et al. 1999a;
Hughes and Hughes 1993) involves partitioning the function of the ancestral
gene between the two duplicates (subfunctionalization). Lastly, there is the case
whereby the duplicate gene retains the ancestral function but the increase in
protein expression bestows a selective advantage to the organism that may
buffer against mutations (Conant and Wagner 2004; Gonzalez-Gaitan et al.
1994; Gu et al. 2003; Kondrashov and Kondrashov 2006; Nowak et al. 1997;
Wagner 1999; Wang et al. 1996).

Methods to examine coding sequence. Transcriptional regulators and the
genes whose expression they regulate form large gene regulation networks
(Guelzim et al. 2002; Lee et al. 2002; Perez-Rueda and Collado-Vides 2000;
Salgado et al. 2004). Analyzing the structure of molecular networks opens a new
dimension to studies of molecular evolution because it allows inquiries that go
beyond the evolution of individual genes. Understanding how the network
evolves can shine light on gene evolution. On one hand, we know that mutations
at the level of individual genes, including gene duplications, influence the
structure of these networks. On the other hand, natural selection acting on the
global structure of a network may influence what kind of mutations can be
tolerated on the gene level (Chung et al. 2003; Sole et al. 2002; van Noort et al.
2004; Wagner 2001; Wagner 2003).

Measures for analysis of coding sequence. To understand the forces
responsible for preserving a pair of duplicate genes one must study the history of
that duplication. One the most useful tools for analyzing that history is the DNA
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sequence divergence between the two genes. Two measures of divergence that
are of particular importance are the nonsynonymous substitution rate (Ka) and
the synonymous substitution rate (Ks). Among the many things these measures
can assess is whether the two duplicates have diverged at equal rates or if, on
the contrary, one evolves more rapidly than the other. The degree to which
asymmetry in evolutionary rate occurs after duplication is still somewhat
contentious. In S. cerevisiae, differing estimates for the frequency of asymmetric
divergence have been offered: Kellis et al., suggest 17% of duplicate genes
produced by a genome duplication show asymmetry (Kellis et al. 2004) while
Conant and Wagner estimated a frequency of 30% (Conant and Wagner 2003b)
asymmetry in a more heterogeneous sample of duplicates. Thus, depending on
the organisms studied, the genes selected for inclusion and the methods used to
identify the divergence, asymmetry may or may not appear to play an important
role in duplicate gene divergence.

Methods to examine noncoding effects. The most obvious aspect of the
genomic context of a duplicate gene pair is the relative position of two genes in
the genome, which is, in turn, determined by the duplication mechanism. For
example, it has been shown in mammals that a duplicate gene inserted into the
genome by retrotransposition is very likely to evolve faster than its counterpart in
the ancestral location (Cusack and Wolfe 2007). Since S. cerevisiae underwent
a WGD (Dietrich et al. 2004; Dujon et al. 2004; Kellis et al. 2004; Wolfe and
Shields 1997), the resulting duplicate pairs were at least initially created with
identical genomic contexts. Nevertheless, even among these duplicated genes,
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strong patterns of asymmetry, some dating to soon after the WGD, have been
identified (Byrne and Wolfe 2007; Scannell and Wolfe 2008).
In duplicates produced by SSD, the association between loss of synteny and
accelerated evolution is well known (Cusack and Wolfe 2007; Katju and Lynch
2003) and is likely related to duplication mechanism: i.e., a new duplicate lands
in an alien genomic context and experiences relaxed selection as a result.
Measure for analysis of noncoding sequence. To calculate the pairwise
divergence in the non-coding regions we first extracted the sequence between a
gene in question and its 5’ neighbor. We then computed pairwise local
alignments using the local alignment algorithm of Smith and Waterman (1981).
Non-coding DNA tends to evolve rapidly (Lavoie et al. 2010), so to be sure that
these alignments represent evolutionarily conserved regions and not simply
statistical noise, we compared their local alignment scores against an expected
distribution drawn from the genome at large. Scores in the upper 5% of this
randomized distribution were inferred to show evolutionary conservation.
How to we apply the aforementioned methods and measures? In Chapter 2 we
examine genes in context by showing that the fate of a duplicate gene pair is in
part determined by its genome location. Moreover, we show that for two classes
of duplicate genes, resulting from either SSD or WGD, this fate can often be
assessed by measuring the patterns of asymmetry in the sequence divergence of
the genes in question.
In Chapter 3 we study duplicate genes in the context of their local environments
by comparing the patterns of evolution in the coding sequences of duplicate
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genes for ribosomal proteins with their upstream non-coding sequences. We
found that while the coding sequences show strong evidence of recent gene
conversion events, similar patterns are not seen in the non-coding regulatory
elements. These duplicated ribosomal proteins are not functionally redundant
despite their very high degree of protein sequence identity. This analysis
confirms that the duplicated proteins have diverged considerably in expression
despite their similar protein sequences.
In Chapter 4 we analyze the structure of the transcriptional regulation network
and characterize the molecular evolution of both its transcriptional regulators and
their regulated genes. We found that both subfunctionalization and
neofunctionalization of transcription factor binding play a role in divergence.
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Chapter 2
Why neighborhoods matter: Accelerated evolution of
relocated, duplicated genes in Saccharomyces
cerevisiae

Annette M. Evangelisti
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Abstract
Gene duplication is an important engine of evolutionary innovation. The fate
of a newly formed duplicate gene pair is in part determined by the genome
locations of the two duplicated genes. Moreover, this fate can often be
assessed by analysis of the patterns of asymmetry in the sequence
divergence of the genes in question. For two classes of duplicate genes,
resulting from either smaller scale duplications (SSD) or whole-genome
duplication (WGD), I computed the relative rate of sequence divergence
between the gene pairs and compared the gene order in a neighborhood
around each of the genes. Duplicates of both types (WGD and SSD) show
asymmetric divergence and a pattern of gene loss surrounding one of the
genes in the pair. The gene that experiences gene loss in its neighborhood is
also the gene with accelerated divergence. While duplicate pairs from SSD
are expected to have one gene that experiences gene loss and accelerated
divergence in a local region, it is surprising to find the same pattern in the
paralogs resulting from a WGD event given the circumstances of their birth,
i.e. WGDs are assumed to be equal at birth. These results illustrate the
importance of post-duplication events in determining the fate of duplicate
genes.

Introduction
Haldane (1933) first predicted the evolutionary potential of gene duplication in
1933, well before DNA sequencing techniques were developed. In 1970
Ohno (1970) expanded these ideas by predicting the importance of gene
duplication and the potential for gene duplicates to gain novel functions. With
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the considerable number of published genomes, it is now known that gene
duplication is a common occurrence, but that the rate of duplication varies
both among species and among genes. For the majority of duplicate genes,
both duplicates would be expected to experience a short period of relaxed
selection, resulting in one member of the pair quickly losing its function (Lynch
and Conery 2000). The probability of loss of duplicated genes through genetic
drift depends on the mode of duplication, the species and the expression level
of the gene (Taylor and Raes 2004).
Because duplicate genes which are not lost through drift have the potential to
introduce novelty into the genome, gene duplication has a place of importance
in any discussion concerning molecular evolution of genes and genomes (Li
1996). There are in fact several processes that can preserve a duplicate
gene in the genome. First is the classic pathway of neofunctionalization
whereby one of the duplicate genes acquires a new function (Hughes and
Hughes 1993; Ohno 1970) while the other gene retains the ancestral function.
The second model (Force et al. 1999a; Hughes and Hughes 1993) involves
partitioning the function of the ancestral gene between the two duplicates
(subfunctionalization). Lastly, there is the case whereby the duplicate gene
retains the ancestral function but the increase in protein expression bestows a
selective advantage to the organism (dosage selection) (Kondrashov and
Kondrashov 2006).
To understand the forces responsible for preserving a pair of duplicate genes
it is necessary to study the history of that duplication. One the most useful
tools for studying this history is the DNA sequence divergence between the
two genes. In particular, two measures of this divergence are the
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nonsynonymous substitution rate (Ka) and the synonymous substitution rate
(Ks). These measures can help determine whether the two duplicates have
diverged at equal rates or if, on the contrary, one has evolved more rapidly
than the other. The degree to which asymmetry in evolutionary rates occurs
after duplication is still somewhat contentious: estimates range from 5%
(Kondrashov et al. 2002) to up to 50% (Dermitzakis and Clark 2001; Van de
Peer et al. 2001). In the yeast , Saccharomyces cerevisiae, differing
estimates for the frequency of asymmetric divergence have been offered:
Kellis et al., suggest 17% of duplicate genes produced by a genome
duplication show asymmetry (Kellis et al. 2004) while Conant and Wagner, in
a more heterogeneous sample of duplicates, estimated a frequency of 30%
(Conant and Wagner 2003b). Thus, depending on the organisms studied, the
genes selected for inclusion and the methods used to identify the divergence,
asymmetry may or may not appear to play an important role in duplicate gene
divergence. However, some caution in the negative conclusion is warranted.
Seoighe and Scheffler have shown that the null hypothesis of symmetric
divergence between paralogs is difficult to reject due to issues of statistical
power, both with standard molecular clock methods and with their own novel
codon model of evolution (Seoighe and Scheffler 2005). Given this low power,
even the detection of a small percentage of asymmetrically evolving
duplicates may suggest that this process is an important one in duplicate
gene evolution.
In this work, I analyzed asymmetry of duplicate evolution in the context of a
somewhat underappreciated feature of duplicated genes. While it is natural to
assume that immediately after gene duplication the resulting two gene copies
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are identical, this is not always the case. A study of duplicate genes in C.
elegans found that the median of the duplication span fell short of the average
gene length, leading to incomplete duplicates for approximately half of the
paralogs (Katju and Lynch 2003).. This observation suggests a more general
principle: the genomic context of the two genes can have profound effects on
duplicate gene evolution and in particular on the patterns of asymmetry in that
evolution (Cusack and Wolfe 2007; Katju and Lynch 2003).
The most obvious aspect of the genomic context of a duplicate gene pair is
the relative position of two genes in the genome, which is, in turn, determined
by the duplication mechanism. For example, it has been shown in mammals
that a duplicate gene inserted into the genome by retrotransposition is very
likely to evolve faster than its counterpart in the ancestral location (Cusack
and Wolfe 2007). The organism studied here, S. cerevisiae underwent a
whole-genome duplication (WGD) (Dietrich et al. 2004; Dujon et al. 2004;
Kellis et al. 2004; Wolfe and Shields 1997), meaning that the resulting
duplicate pairs were at least initially created with identical genomic contexts.
Nevertheless, even among these duplicated genes, strong patterns of
asymmetry, some dating to soon after the WGD, have been identified (Byrne
and Wolfe 2007; Scannell and Wolfe 2008).
Here, I compared the two types of duplication present in S. cerevisiae, those
produced by WGD and by SSD to see whether, in each case, the local
genomic neighborhood is associated with particular patterns of asymmetry.
Interestingly, I found that the neighborhood matters in both cases: the gene in
the less conserved genomic region is more likely to undergo rapid evolution.
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Methods
All sequences were downloaded from the Saccharomyces Genome Database
(http://www.yeastgenome.org/). Table 2lists the source address and the total
number of genes downloaded for each genome. S. castellii and S. kluyveri
did not have gene names assigned so a given gene was labeled with the
contig number followed by a number reflecting the relative position of the
gene in the contig. For example, the 31st coding sequence on contig 795 for
S. kudriavzevii was named Skud795.31.
Ka is the number of nonsynonymous (amino acid-changing) nucleotide
substitutions per nonsynonymous site and Ks is the number of synonymous
(amino acid-preserving) nucleotide substitutions per nucleotide site. I used
GenomeHistory (Conant and Wagner 2002) to calculate Ka and Ks.
GenomeHistory performs a three-step analysis. A gapped BLASTP (Altschul
et al. 1997) identifies candidate pairs of duplicate genes, which then undergo
pairwise global sequence alignment (Needleman and Wunsch 1970) of the
amino acid sequences in question. Finally, Ks and Ka are estimated by
maximum likelihood (Yang and Nielsen 2000).
All seven genomes were analyzed by GenomeHistory performing an all-gene
to all-gene comparison. Pairs of genes qualified as paralogous in S.
cerevisiae if Ks |ScerA, ScerB| < 1.0 and if ScerA and ScerB comprised a
gene family of exactly two. The outgroup for a duplicate pair of genes was
required to be a single copy ortholog to both genes in S. cerevisiae and in the
case where there was more than one candidate for the outgroup – I chose the
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genome that is more closely related to S. cerevisiae. I identified 53 triplets
that satisfied this criterion. The synonymous divergence between at least one
Table 1 - Genomes and their source.

Genome

Download From

Number of
Genes

S.
cerevisiae

ftp://genomeftp.stanford.edu/pub/yeast/sequence/
genomic_sequence/orf_dna

6718

S.
paradoxus

ftp://genomeftp.stanford.edu/pub/yeast/sequence/
fungal_genomes/S_paradoxus/MIT

8955

S. mikatae

ftp://genomeftp.stanford.edu/pub/yeast/sequence/
fungal_genomes/S_mikatae/MIT

9057

ftp://genomeS.
ftp.stanford.edu/pub/yeast/sequence/
kudriavzevii
fungal_genomes/S_kudriavzevii/WashU

3768

ftp://genomeS. bayanus ftp.stanford.edu/pub/yeast/sequence/
fungal_genomes/S_bayanus/MIT

9423

S. castellii

ftp://genomeftp.stanford.edu/pub/yeast/sequence/
fungal_genomes/S_castellii/WashU

4677

S. kluyveri

ftp://genomeftp.stanford.edu/pub/yeast/sequence/
fungal_genomes/S_kluyveri/WashU

2968

The first column is the name of the organism, second column is the ftp site and the third
column lists the number of genes downloaded for each organism.

of the S. cerevisiae genes and the outgroup gene was always greater than the
divergence between the two S. cerevisiae paralogs.
To identify the syntenic contexts of a pair of duplicated genes in S. cerevisiae,
I started with a triplet of genes, ScerA, ScerB and OutAB as described above.
ScerA is a gene located on chromosome A, ScerB on chromosome B and
OutAB on chromosome O (Figure 1). I aligned segments of chromosome A
and B that contained the genes ScerA and ScerB along with the segment that
14

contained the outgroup gene, OutAB. Starting from each gene of interest
(ScerA, ScerB, OutAB), I examined the 12 flanking genes on each side. For
reference, I label the original gene as position 0 and then number the
upstream genes as +1, +2, …, +12 and the downstream genes -1, -2, …, -12.
To infer synteny conservation, the 24 genes surrounding OutAB were
compared with the genes neighboring the two duplicate genes in the S.
cerevisiae genome. I thus counted the number of upstream and downstream
neighbors of ScerA that had orthologs in the outgroup that are in the 24 gene
neighborhood of OutAB (MA). Similarly, MB was the number of orthologs in
the neighborhood of ScerB that were also in the neighborhood of OutAB. For
each duplicate pair I compared the number of genes found
upstream/downstream that had orthologs on either chromosome A or B. If I
found a majority of matches on chromosome B, for example, I concluded that
there was evidence that the ancestral copy of the gene was on the B
chromosome. I used the criteria in Table 2 to determine the Consynteny.
I used Mega4.0 (Tamura et al. 2007) to compute Tajima’s Relative Rates test.
For all 53 data points I performed a pairwise distance analysis for the two S.
cerevisiae duplicate pair against the outgroup.
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ScerA

Chrom A

Chrom O

A(-2)

A(-1)

OutAB

A(+1)B(+2)

A(+3)

ScerB

Chrom B
-3

-2

-1

0
Homologs

+1

+2

+3

Figure 1 - Illustration of the algorithm used to distinguish the ancestral gene from the
Nonconsynteny.
The duplicate pair of S. cerevisiae genes, ScerA, ScerB and its single copy ortholog, OutAB
are lined up in the center of the diagram on their respective chromosomes; A, B and O. The
position of the three paralogous genes is labeled 0, the genes upstream are labeled +1, +2,
etc. and the genes downstream are labeled -1, -2, etc. A(-2) indicates that the gene on
chromosome O in position -3 is orthologous to the gene on chromosome A in position -2.
A(+1)B(+2) indicates that the gene on chromosome O is orthologous to both the gene on
chromosome A in position +1 and the gene on chromosome B in position +2.

Table 2 - Criteria for Consynteny call.

|MAa – MBb|
≤2
>2

Consynteny location
No call
ScerA if MA > MB
ScerB if MA < MB

a: MA is the number of homologous genes that the 24 genes surrounding OutAB have in
common with the 24 neighbors of ScerA
b: MB is the number of homologous genes that the 24 genes surrounding OutAB have in
common with the 24 neighbors of ScerB
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Results
Comparing duplicate genes pairs from S. cerevisiae with six outgroup
Saccharomyces genomes (Figure 2) of known phylogeny (Kurtzman and
Robnett 2003) allowed me to measure sequence divergence and
conservation of gene order between the paralogs. The duplicate pairs
retained for this study met the following three criteria: 1) the two genes had
no other close relatives in the S. cerevisiae genome (i.e. they were not
members of a larger gene family), 2) there existed an orthologous single copy
gene from one of the six outgroups and 3) the rate of synonymous
substitutions per nucleotide site (Ks) was less than 1.0 (see Methods). The S.
cerevisiae paralogs are denoted ScerA, ScerB and their single copy ortholog
as OutAB.
The first question explored was whether there was evidence of significant
asymmetry in rates of evolution for the duplicate gene pairs. Using Tajima’s
relative rate test (Tajima 1993),, 47% (25/53) of the pairs showed significant
asymmetry using the nucleotide sequences (nt) and 11% (6/53) showed
significant asymmetry using the amino acid (aa) sequences (P < 0.05 for both
tests). Note that all of the paralogous pairs showing significant asymmetry in
their amino acid sequences also showed significant asymmetry in their
nucleotide sequences.
Next, I sought to place the asymmetry into the context of the location of the
genes. Genomic context has a different meaning for genes produced by
whole-genome duplication (WGD) and for genes produced by small-scale
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duplication (SSD). For all the genes, regardless of duplication mechanism, I
searched for conserved synteny between paralogs and their

Figure 2 - The phylogenetic relationship among S. cerevisiae and the six outgroups
studied (Kurtzman and Robnett 2003).
The position of the whole genome duplication (WGD) is represented by a red dot. (Dietrich et
al. 2004; Dujon et al. 2004; Kellis et al. 2004; Wolfe and Shields 1997).

respective ortholog in the outgroup genome (OutAB; see Methods). For the
SSD genes, it is assumed that the derived copy has been inserted into a new
genomic location and it will not show conserved synteny. In the case of WGD
genes the notion of ancestor/derived is meaningless, but the process of gene
loss after WGD (Scannell et al. 2006) can still yield duplicate pairs with
differing levels of local synteny. Due to the differing origins of these variations
in syntenic context depending on duplication mechanism, I introduce the
generic terminology of consynteny, shorthand for conserved synteny, and
nonconsynteny, denoting a lack of such conservation.
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For 85% (45/53) of the duplicate gene pairs, the differences in synteny
between the two genes was sufficient to assign consynteny/nonconsynteny
status (see Methods). For these pairs I calculated Ka of |Consynteny, OutAB|
and Ka |Nonconsynteny, OutAB|, where Ka is the number of nonsynonymous
substitutions per nucleotide site (Li 1997). A Wilcoxon’s matched paired test
showed a significantly higher proportion of the fast evolving duplicate copies
were in the nonconsynteny class (P = 1 x 10-3; N = 45; see Table 3).
Since the previous analysis included gene pairs produced both by SSD and
by WGD, the next step was to divide the data into ohnologs (duplicate genes
derived from the WGD) and nonohnologs (duplicate genes of any other origin)
and repeat the analysis. The Wilcoxon’s matched paired test for Ka of
|Consynteny, OutAB| and Ka |Nonconsynteny, OutAB| for the ohnolog and
nonohnolog groups was significant for both groups again showing that a
significantly higher proportion of the fast evolving duplicate are in the non
conserved synteny group (P = 1 x 10-2 for N = 34 (ohnologs); P = 4 x 10-2 for
N = 11 (nonohnologs) (Table 3).
Table 3 - Wilcoxon’s matched pairs test for asymmetric divergence of duplicate pairs.

Measure of
divergence
Kab

Kse

Genes analyzed

N

P valuea

All
Symm. AA seqsc
Symm. NT seqsd
All
Symm. AA seqsc
Symm. NT seqsd

45
40
21
45
40
21

1 x 10-3
0.02
0.4
9 x 10-8
9 x 10-7
9 x 10-3

a: P values are bold if they are significant at α = 0.05 level.
b: Values compared were Ka|Consynteny, OutAB| vs Ka|Nonconsynteny, OutAB|
c: Only includes sequences with non-significant asymmetry in amino acid sequence by Tajima
test.
d: Only includes sequences with non-significant asymmetry in nucleotide sequence by Tajima
test.
e: Values compared were Ks|Consynteny, OutAB| vs Ks|Nonconsynteny, OutAB|
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In an additional test for divergence, I divided the 45 paralogous pairs between
Ks |Consynteny, OutAB| and Ks |Nonconsynteny, OutAB| , where Ks is the
number of synonymous substitutions per nucleotide site between two
sequences. The faster evolving member of the duplicate pair in terms of Ks
was again the gene with the less conserved synteny (Wilcoxon’s test; P = 9 x
10-8; N = 45). This pattern is also observed for the ohnolog and nonohnolog
groups individually ( Wilcoxon’s matched pairs test; P = 1 x 10-6; N = 34 and P
= 3 x 10-2; N = 11, respectively).

Discussion
I found that both duplicate genes produced by SSD and by WGD show an
association between increased rates of sequence evolution and loss of local
synteny. Thus, the loss of upstream or downstream duplicated genes in the
region surrounding one member of a duplicate pair seems to coincide with
faster sequence evolution in that gene. For the WGD-produced duplicates,
this pattern is particularly interesting because such duplicates are “identical at
birth”. Asymmetry in such WGD duplicates has already observed (Byrne and
Wolfe 2007; Scannell and Wolfe 2008), but its association with differences in
genomic context appears to be novel.
There are caveats to consider when evaluating the results of this study.
Because the depth of coverage differs in the genome sequences considered,
it is possible that some duplicated genes paralogous to S. cerevisiae genes
may have been missed in the outgroup genome. Another potential problem is
the inherent difficulty in detecting asymmetric divergence with this data set by
observing the nucleotide sequence alone.

20

Gene conversion, the process by which a portion of the nucleotide sequence
of one gene in a duplicate pair replaces the nucleotide sequence in its
corresponding gene, has been documented in S. cerevisiae (Li 1996; Sharp
and Cowe 1991). The effect of gene conversion is that a molecular-clock-like
measurement of time since divergence will be reset and the duplicate pair will
appear as if newly duplicated. Such events could have subtle but important
effects on this analysis. I selected the duplicate gene pairs for analysis on the
basis that they were more closely related to each other than to the outgroup
gene. Gene conversion could give rise to such pairs in a manner where,
although the two sequences are closely related, the genomic neighborhoods
are in fact more distantly related. However, I note that at each phase of this
study I chose the most conservative of approaches to minimize these
potential errors.
In duplicates produced by SSD, the association between loss of synteny and
accelerated evolution is well known (Cusack and Wolfe 2007; Katju and Lynch
2003) and likely related to the duplication mechanism: i.e., a new duplicate
lands in an alien genomic context and experiences relaxed selection as a
result. The source of this effect in the WGD-produced duplicates is less clear.
However, one hypothesis is that the loss of genes, particularly upstream
genes, could have the same disruptive effects on promoters that has been
hypothesized to underlie the asymmetry observed in mammals (Cusack and
Wolfe 2007). Here one can see that regardless of the mechanism that
produced the duplicate pair the neighborhood in which a gene finds itself
plays an important role in determining its ultimate fate.
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Abstract
By comparing the patterns of evolution in the coding sequences and upstream
non-coding sequences of yeast ribosomal proteins duplicated in a genome
duplication, we find that while the coding sequences show strong evidence of
recent gene conversion events, similar patterns are not seen in the noncoding regulatory elements. This result suggests a potential explanation of
the somewhat puzzling fact that duplicated ribosomal proteins are not
functionally redundant despite their very high degree of protein sequence
identity. Analysis of the patterns of regulatory network evolution after genome
duplication confirms that the duplicated proteins have diverged considerably
in expression despite their similar protein sequences.

Introduction
With the completion of the genomic sequencing of numerous organisms, it
has become evident that polyploidization (or whole-genome duplication,
WGD) events have occurred in diverse lineages including flowering plants
(Blanc et al. 2000; The Arabidopsis Genome Initiative 2000; Tuskan et al.
2006) amoeba (Aury et al. 2006) and vertebrates (Meyer and Van de Peer
2005). The first such event to be detected in a whole-genome sequence was
that in Saccharomyces cerevisiae (Wolfe and Shields 1997): striking
confirmation of this event was found with the two-to-one mapping of
chromosomal regions in S. cerevisiae to the genomes of other yeasts lacking
the WGD (Dietrich et al. 2004; Dujon et al. 2004; Kellis et al. 2004).
Polyploidization events are often followed by substantial losses of duplicated
genes (Semon and Wolfe 2007). Which of the two duplicate copies is lost is

24

generally thought to be selectively neutral: if two populations lose alternative
copies such reciprocal gene loss can contribute to reproductive isolation and
hence speciation (Scannell et al. 2006). The nature of the duplicate genes
that are not lost is also of interest: functional classes of genes such as
transcription factors, kinases and ribosomal proteins commonly remain
duplicated after WGD but, surprisingly, are not generally duplicated in smaller
events (Aury et al. 2006; Blanc and Wolfe 2004; Freeling and Thomas 2006;
Maere et al. 2005; Seoighe and Wolfe 1999). Wolfe (2000) has proposed the
name ohnologs (in honor of Susumu Ohno) for these duplicate genes
surviving from WGD. By mapping the relative genome orders of S. cerevisiae
and seven related species, Byrne and Wolfe (2005) have provided an
essentially complete list of S. cerevisiae ohnologs.
In S. cerevisiae, approximately 10% of surviving ohnologs are in fact
ribosomal proteins (RPs; Byrne and Wolfe 2005; Kim et al. 2009; Planta and
Mager 1998). It has been suggested that selection to maintain (high) relative
gene dosage among RP genes is at least in part responsible for this overretention (Birchler and Veitia 2007; Freeling and Thomas 2006; Koszul et al.
2004; Papp et al. 2003). Given this hypothesis, it is suggestive that many of
the RP ohnologs are very similar in sequence; in fact, it is thought that these
genes have undergone one or more gene conversion events post-WGD
(Kellis et al. 2004). Gene conversion occurs when nonhomologous
recombination causes the overwriting of substitutions in one gene with the
corresponding bases from a paralog. The net effect of such events is to erase
the historical sequence divergence between paralogs, and one can plausibly
argue that any functional differences between the two genes would be erased
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simultaneously. Curiously however, there are examples of paralogous RPs in
yeast with high sequence identity (>97%) that nonetheless differ in their
functional roles (Enyenihi and Saunders 2003; Kaeberlein et al. 2005; Kim et
al. 2009; Komili et al. 2007; Ni and Snyder 2001).
Here, we examined the patterns of gene conversion in the yeast ribosomal
protein (RP) ohnologs, finding strong evidence for gene conversion in the
coding regions of these genes but little evidence of such conversion events in
the upstream non-coding regions. An analysis of the RP ohnolog expression
network also showed dissimilar expression patterns, consistent with
regulatory divergence between the copies being responsible for the observed
functional divergence.

Methods
Data sources and orthology inference. A total of 55 previously described
WGD-produced duplicate ribosomal proteins (RP; Conant and Wolfe 2006;
Planta and Mager 1998) were analyzed. To this set, we added 84 pairs of
enzyme genes duplicated at the WGD, identified by cross-referencing to the
list of metabolic genes of Kuepfer, Sauer and Blank (2005) to the set of
Saccharomyces cerevisiae ohnologs (Byrne and Wolfe 2005).
For these two lists (totaling 139 duplicate pairs), we next identified the
corresponding orthologous genes in the genome of S. bayanus . Orthology
inference in post-WGD species is challenging due to reciprocal gene loss,
which can give rise to paired homologous genes that are paralogous rather
than orthologous {Figure 3`; \Scannell, 2006 #66;, 2007 #88}. We have
previously developed a maximum likelihood method that addresses this
problem (Conant and Wolfe 2008). Briefly, the analysis begins with an
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inferred pre-WGD gene order (similar to that of Gordon, Byrne, and Wolfe;
2009). A model of duplicate gene loss after WGD allows us to estimate the
relative speciation times of the taxa analyzed and the probability of all
possible orthology assignments. Thus, in Figure 3, we estimate with greater
than 99.99% confidence that S. bayanus gene number 34.11 is the ortholog
of S. cerevisiae gene RPL26B as opposed to the alternative possible
assignment that makes gene 34.11 the ortholog of RPL26A. Importantly,
these inferences rest only on the relative gene orders: gene sequences are
not considered.
From our list of 55 ribosomal protein gene (RP) duplicates and 77 enzyme
duplicates (MP), we thus selected the 29 RP pairs and 76 MP pairs for which
the probability of our orthology assignment between S. cerevisiae and S.
bayanus was > 0.98. Thus, these genes represent a set for which we have
high confidence orthology information independent of the sequences
themselves.
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Figure 3 - Illustration of the pattern of genome evolution after WGD in five yeast
species in a region surrounding a pair of duplicated ribosomal protein genes (RPL26A
and RPL26B).
The upper five tracks and the lower five tracks are inferred to be two orthologous groups.
Lines connect genes that are adjacent on their respective contigs or chromosomes. Duplicate
genes surviving from WGD are colored blue, green genes are cases where one member of
the duplicate pair has been lost post-WGD. The orthology assignments between the paired S.
cerevisiae and S. bayanus genes on the upper and lower tracks are all inferred with greater
than 99.99% confidence.

Sequence analyses. We next analyzed the sequence divergence in the
coding regions of S. cerevisiae ohnolog pairs (Figure 4). To do so, we aligned
sequence triplets consisting of two ohnologs from S. cerevisiae (Scer1 and
Scer2 below) and the S. bayanus gene orthologous to Scer1 (Sbay below)
using T-Coffee (Notredame et al. 2000). Using these alignments, estimates of
the number of nonsynonymous substitutions per nonsynonymous site (Ka) for
each of the three branches in Figure 4 were estimated by maximum likelihood
as previously described (Conant and Wagner 2003b). Similar calculations
were made for the synonymous sites (Ks, data not shown). Note that for most
S. cerevisiae ohnolog pairs, there are actually two possible triplets, because
the corresponding S. bayanus genes are also duplicates surviving from
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WGD. In such cases, we performed both comparisons (meaning that the
identity of Scer1 and Scer2 was switched in the second case).
To test the statistical support for an inference of gene conversion between
genes Scer1 and Scer2, we employed a likelihood ratio test (Sokal and Rohlf
1995). First, we identified cases where KaB > Ka1, Ka2, (i.e., the signature of
gene conversion; Figure 4) and calculated the likelihood of the sequence
alignment under this model (lnLH0). We then constrained the model such that
Ka1 = KaB and calculated the likelihood under this alternative model (lnLHA).
We compared 2·( lnLH0- lnLHA) to a chi-square distribution with 1 degree of
freedom.

Figure 4 - Analysis of duplicated S. cerevisiae genes and a S. bayanus ortholog.
A) The format of our triplet-based sequence analysis. Because the models used are timereversible, only a single, three taxa tree is required. Independent estimates of Ka are made
for each branch. B) The expected pattern of branch lengths for the tree in A if the genes
follow the known species tree. Note that we expect Ka2 to be large as it represents both the
divergence of the gene Scer2 as well as the shared divergence of Sbay and Scer1 postWGD. C) The expected gene tree if Scer1 and Scer2 have undergone recent gene
conversion events. Here we expect KaB to be the largest of the three Ka values, under the
same reasoning as in B.
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Ribosomal gene expression network divergence after WGD. We
have previously described an algorithm for detecting network partitioning
among WGD-produced duplicate genes (Conant and Wolfe 2006). As is
illustrated in Figure 5, paralogs are divided into two columns with ohnologs
opposite each other in a network. Gene expression data for 51 pairs of RP
ohnologs were obtained from the expression compendia of Hughes et al.
(2000) and overlaid as graph edges. We divide these edges into internal
edges, connecting nodes in the same column (arcs or vertical lines in Figure
5), and crossing edges, joining nodes in opposite columns (diagonal lines in
Figure 5). Note that the initial assignment of a particular paralog to the first or
second column is arbitrary, meaning that there are 2n–1 possible unique
partitionings of the duplicates into columns. Using the previously described
heuristic partitioning algorithm (Conant and Wolfe 2006), we search for the
partition among these 2n-1 that gives the fewest crossing edges.
To determine if the RP gene expression data showed fewer crossing edges
than would be expected by chance, we randomized the networks and
recalculated the optimal partitioning. Randomization was performed by
selecting every possible quartet of two pairs of duplicates. These four node
subgraphs were replaced at random by another four-node subgraph with the
same number of edges (Conant and Wolfe 2006). The probability of each
such subgraph was calculated based on the inherent asymmetry in interaction
degree between paralogs. Thus, we calculated the average fraction p of the
total number of interactions for a paralog pair that belonged to the interactionrich paralog. The probability of an interaction joining two interaction-rich genes
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Figure 5 - Gene expressions networks of duplicated ribosomal proteins have diverged
since WGD.
Pairs of duplicated ribosomal proteins are arranged opposite each other. Edges connect
n–1
pairs of genes with correlation in gene expression > 0.8. We searched among the 2
permutations of the column arrangements to find this arrangement, which has the minimal
number of edges (102) crossing between the two partitions. The minimal number of crossing
edges seen in randomized networks was 107, mean was 116. Note also the high degree of
asymmetry in the number of interactions seen between duplicated ribosomal proteins.

is thus p2, while the probability of an interaction joining an interaction-rich and
interaction-poor gene is then 2p(1–p). Subgraph probabilities are calculated
accordingly. The number of crossing edges in the original network was then
compared to the distribution of number of crossing edges seen in 1000
randomized networks.
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Results
Strong evidence for numerous gene conversion events among the
duplicated ribosomal proteins. Our previous analysis of patterns of gene
loss after WGD (Conant and Wolfe 2008) allows us to infer with high
confidence that all of the duplicate gene loci discussed here evolved
according to the species tree in Figure 4 (Methods). Despite this fact, it is not
necessarily the case that the sequences themselves will have evolved under
this set of relationships. In particular, a gene conversion event between Scer1
and Scer2 that occurred after the speciation of S. cerevisiae and S. bayanus
would overwrite the historical signal in the sequences of the two genes and
give rise to a gene tree of the form of Figure 4.
Using estimates of Ka for triplets of ribosomal protein genes (RP; see
Methods), we asked whether the pattern of nonsynonymous divergence in
each triplet was most compatible with divergence after WGD (i.e., Ka2 > Ka1,
KaB, Figure 4) or with a recent gene conversion event (KaB > Ka1, Ka2,
Figure 4). Of the 29 pairs of duplicated RPs in Saccharomyces cerevisiae, two
follow the pattern expected under WGD, two ohnolog pairs present conflicting
patterns of Ka values depending on the S. bayanus ortholog used, and the
remaining 25 pairs have nonsynonymous divergences consistent with gene
conversion. We next assessed whether the signature of gene conversion in
the sequence data was strong enough to statistically reject the possibility that
phylogenetic relationships within the triplet were simply ambiguous. Thus, we
compared a model allowing gene conversion (KaB > Ka1, Ka2) to an
alterative model where KaB was constrained to be equal to Ka1. Of the 25 RP
duplicate pairs with signatures of gene conversion, 17 showed statistically
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significant improvement when a model allowing gene conversion was used (P
< 0.05, likelihood ratio test).
Metabolic genes duplicated at WGD do not show similar patterns of gene
conversion. We applied the above approach to a similar set of WGDduplicated metabolic genes. Among the 76 pairs considered only three show
any signs of gene conversion and only 2 of those have significant
improvement when the gene conversion model is used (P < 10-7, likelihood
ratio test). This difference in the proportion of observed gene conversion
events between the two groups is highly significant (P < 10-10; Fisher’s exact
test).

Ribosomal protein non-coding regions do not show evidence of
gene conversion. For each of the RP gene pairs considered above, we
measured the sequence identity in upstream non-coding regions. Among the
pairs considered, 15 RP ohnolog pairs had local alignment scores significantly
larger than would be expected for unrelated regions. For these pairs, we
compared the alignment score S1,2 of the ohnolog pair (Scer1, Scer2) to the
scores from the comparison of each paralog to its respective ortholog in S.
bayanus (i.e., S1,B for Scer1, Sbay and S2,B for Scer2, Sbay). Cases where
S1,2 > S1,B , S2,B were interpreted as evidence of upstream gene
conversion. We found that only 1/15 (6%) of the pairwise non-coding
alignments showed evidence of gene conservation compared to the 12/15
(80%) in the coding regions (from the analysis above;
Table 4). This difference in the prevalence of conversion events between the
two groups is highly significant (Table 4 - Prevalence of gene conversion in
coding region and non-coding regions.). Interestingly, when this same
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approach is applied to 39 MP genes, we find very few instances of gene
conversion in either region (<10%) and no significant difference in the
proportion of conversion events between the non-coding and coding regions (
Table 4).

Table 4 - Prevalence of gene conversion in coding region and non-coding regions.

Gene
class

RPd
MPe

Coding regions

Pa

Upstream regions

Gene
conversionb

WGDc

Gene
conversionb

WGDc

12

3

1

14

< .001

1

38

5

34

.2

a: P-value for the test of equal proportions of gene conversion events in the coding and
upstream regions (Fisher’s exact test).
b: Cases where the two S. cerevisiae paralogs share higher sequence identity to each other
than either does to its respective ortholog (see text).
c: Cases where at least one S. cerevisiae paralog shows higher sequence identity to its
ortholog than to the other S. cerevisiae paralog.
d: Ribosomal protein gene duplicates.
e: Metabolic gene duplicates.

Analysis of duplicated ribosomal protein gene expression
networks. We calculated the network partitioning that resulted in the fewest
number of crossing edges for the ribosomal proteins (Figure 5). For these
purposes, we defined an edge between any two genes if they shared a
correlation (Pearson’s r) in gene expression of 0.8 or greater across the set of
more than 300 experiments (a threshold of 0.75 produced similar results; data
not shown). The network in this analysis showed 102 crossing edges (Figure
5), which, although it appears to be a large number, is significantly smaller
than the number of crossing edges seen in any of the randomized networks
(P < 0.001). It is also relevant to note the extreme degree of asymmetry
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evident in this figure: the paralogous ribosomal proteins, despite their
sequence similarity, do not have identical expression patterns.

Discussion
We have found that while duplicated RPs created by WGD show strong
evidence of gene conversion in their coding regions, the same is not true of
the upstream non-coding regions. Such conservation in the coding sequences
of RPs is not unexpected as these proteins are highly conserved across a
wide range of taxa (Bergmann et al. 2004; McCarroll et al. 2004; Stuart et al.
2003). RPs are also somewhat unusual in their response to genome
duplication: they have survived in excess after other WGDs in addition to the
yeast WGD (Aury et al. 2006; Blanc and Wolfe 2004; Maere et al. 2005;
Seoighe and Wolfe 1999).
One obvious explanation for the similarity in RP coding sequences is selection
for high dosages of these proteins. Indeed, there is some evidence for
dosage benefits from RP gene duplication (Koszul et al. 2004). However, this
explanation is not wholly convincing, particularly as we did not observe these
same patterns of gene conversion in yeast metabolic genes, despite the fact
that they also likely survived in duplicate partly due to dosage selection
(Kuepfer et al. 2005).
Moreover, a number of recent analyses have demonstrated that the
duplicated yeast RPs are not, in fact, functionally interchangeable. Thus,
several RPs, but not their paralogs, have been shown to be essential for
determining bud location in S. cerevisiae (Ni and Snyder 2001) and for
localizing proteins to that bud (Komili et al. 2007). An equally intriguing case
is the difference in protein localization between the RP paralogs Rpl7a and
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Rpl7b. Rpl7a is much more highly expressed than is Rpl7b (Ghaemmaghami
et al. 2003) but while Rpl7a is only found in the cytoplasm, Rpl7b, despite its
lower abundance, is found both in the cytoplasm and in the nucleolus (Kim et
al. 2009). This difference does not appear to be caused by differences in the
coding sequences of the two genes: replacing the RPL7B sequence with that
from RPL7A does not alter localization (Kim et al. 2009). These authors
propose that the localization difference is instead driven by preferential
incorporation of Rpl7a into ribosomal subunits, meaning that the free protein
is rarely present at the site of ribosome subunit assembly in the nucleolus.
However, the origins of this difference in incorporation rate remain unclear
given the apparent functional equivalence of the two protein sequences.
We are still in the early stages of integrating these diverse observations
regarding RP biology. One obvious explanation for the preservation of
duplicate genes with (nearly) identical coding sequences is the
subfunctionalization model of Force and coauthors (1999a). Under this model,
the fact that RPs have what is essentially a generic function (protein
synthesis), could imply that the selectively relevant variable is total protein
abundance, with the relative contribution of the two paralogs to that
abundance being effectively neutral. Subfunctionalization could in these
circumstances be either quantitative (only expression of both paralogs gives
sufficient protein product) or qualitative (the expression of the two paralogs
varies with respect to each other temporally) or a mixture of the two.
As an aside, we note that our inference of subfunctionalization in the function
of these ohnologs does not necessarily imply that the selective processes at
work were purely neutral (as originally proposed by Force et al.,(1999a)).
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Instead, while the large population sizes of yeasts may make such neutral
partitioning relatively rare, functional partitioning through other mechanisms
remains possible (Innan and Kondrashov 2010). Our network analysis
supports a general process of subfunctionalization, showing as it does groups
of co-functional paralogs (i.e., network subfunctionalization). In the future, it
will be useful to study the temporal and spatial patterns of RP gene
expression to discover whether the relative dosages of the paralogs varies
across conditions.
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Abstract
We analyze the structure of the yeast transcriptional regulation network, as
revealed by chromatin immunoprecipitation experiments, and characterize the
molecular evolution of both its transcriptional regulators and their target
(regulated) genes. We test the hypothesis that highly connected genes are
more important to the function of gene networks. Three lines of evidence, the
rate of molecular evolution of network genes, the rate at which network genes
undergo gene duplication, and the effects of synthetic null mutation in network
genes provide no strong support for this hypothesis. In addition, we ask how
network genes diverge in their transcriptional regulation after duplication. Both
loss (subfunctionalization) and gain (neofunctionalization) of transcription
factor binding play a role in this divergence, which is often rapid. On one
hand, gene duplicates experience a net loss in the number of transcription
factors binding to them, indicating the importance of losing transcription factor
binding sites after gene duplication. On the other hand, the number of
transcription factors that bind to highly diverged duplicates is significantly
greater than expected if loss of binding played the only role in the divergence
of duplicate genes.

Introduction
Transcriptional regulators and the genes whose expression they regulate –
their target genes – form large gene regulation networks (Guelzim et al. 2002;
Lee et al. 2002; Perez-Rueda and Collado-Vides 2000; Salgado et al. 2004).
These and other molecular networks, such as protein interaction networks
and metabolic networks, are intensely studied, because their characterization
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has been greatly facilitated by new techniques in genomics and bioinformatics
(Ito et al. 2001; Lee et al. 2002; Salgado et al. 2004; Uetz et al. 2000; von
Mering et al. 2002). Information about the structure of molecular networks
opens a new dimension to studies of molecular evolution, because it allows
inquiries that go beyond the evolution of individual genes. Network evolution
and gene evolution are of course not independent. On one hand, we know
that mutations at the level of individual genes – including gene duplications –
influence the structure of these networks. On the other hand, natural selection
acting on the global structure of a network may influence what kind of
mutations can be tolerated on the gene level (Chung et al. 2003; Sole et al.
2002; van Noort et al. 2004; Wagner 2001; Wagner 2003).
Put differently, the structure of the network may influence the evolution of
genes and vice versa. This interplay is part of the reason why network
evolution is an intriguing and increasingly popular subject of study.
We currently know very little empirically about the evolution of large genetic
networks. The first step towards acquiring more knowledge consists of a basic
characterization of network structure, and how a gene’s connectivity may
affect the gene’s evolution and the network’s function. We here present such
a basic analysis for the yeast transcriptional regulation network. Such an
analysis may be interesting in its own right, but it also sheds light on questions
that biologists have been asking for decades. We illustrate this with one
example, the question how gene functions diverge after gene duplication.
Gene duplications play dual roles in evolution. On one hand, gene duplicates
that retain similar functions can be a source of gene redundancy, which may
buffer organisms against mutations (Conant and Wagner 2004; Gonzalez-
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Gaitan et al. 1994; Gu et al. 2003; Nowak et al. 1997; Wagner 1999; Wang et
al. 1996). On the other hand, gene duplicates that diverge in function
contribute to evolutionary innovation on the biochemical level (Briscoe 2001;
Hughes 1994; Zhang et al. 1998). Which of these roles is predominant? That
is, do most gene duplicates retain similar functions long after duplication, or
do they diverge rapidly? Furthermore, when two genes diverge in their
functions, how does this divergence take place? The two principal possibilities
are the acquisition of new functions (neofunctionalization) and the partitioning
of existing functions between two duplicates. Especially the last mode of
divergence has generated considerable recent attention, because it has been
argued that it can account for the maintenance of many gene duplicates in
eukaryotic genomes (Force et al. 1999a; Lynch and Force 2000; Prince and
Pickett 2002). However, most evidence regarding the tempo and mode of
divergence comes from studies of individual genes and is thus anecdotal.
To answer the above questions one must define, quantify, and compare gene
functions. However, to do so raises enormous difficulties, which are
encapsulated in the multiple complementary ways to categorize gene
functions (Ashburner et al. 2000). They include the biological process a gene
acts in, its product’s sub-cellular localization, and its biochemical activity.
These difficulties are also illustrated by the discovery that many genes long
thought to have one mundane and well-characterized function – such as
enzymatic activity – also have entirely, often completely unanticipated roles
(Jeffery 1999). Examples include the glycolytic enzyme phosphoglucose
isomerase, which also serves as the cell-signaling molecule neuroleukin, a
cytokine causing immune cell maturation, and survival of some embryonic
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spinal nerve cells (Chaput et al. 1988; Faik et al. 1988); thymidine
phosphorylase, which catalyzes the dephosphorylation of thymidine and
deoxyuridine, and is the same as an endothelial growth factor (Furukawa et
al. 1992; Haraguchi et al. 1994); aconitase, an enzyme in the tricarboxylic
acid cycle, which also serves as a translational regulator of ferritin expression
(Kennedy et al. 1992); and carbinolamine dehydratase, which serves in
phenylalanine metabolism but also regulates the DNA binding activity of the
homeodomain transcription factor hepatic nuclear factor 1α (Jeffery 1999).
With such examples in mind, it may seem utterly hopeless to exhaustively
quantify gene function to gain insight into the questions raised above.
However, not all is lost. A possible alternative approach consists in studying
only one aspect of gene function – however minute – and assay this aspect of
gene function for many (duplicate) genes. Take the example of gene
expression. When and where a gene is expressed may provide an indication
of its function: There are several known cases of gene duplicates in
developmental genes, duplicates whose biochemical activity is identical, but
whose biological function is different because they are expressed in different
tissues or cell populations. With the advent of microarray technology, largescale measurements of gene expression have become feasible. They can be
used to compare this indicator of gene function among many duplicate genes
and determine their rate of divergence (Gu et al. 2002; Wagner 2000). Other
gene function indicators include the molecular interaction partners of a gene
product; a gene’s synthetic lethal interactions with other genes; the spectrum
of transcription factors regulating the expression of a gene (because it may
indicate similarity in gene expression); and – specific to genes encoding
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transcription factors -- the regulatory targets of a transcription factor. In this
paper, we use the last two indicators of gene function.
The subject of this paper is the transcriptional regulation network of the yeast
Saccharomyces cerevisiae and the evolution of its genes. While primarily
descriptive, our analysis provides preliminary answers to the questions raised
above, as well as several others. Do gene duplicates diverge in function or do
they retain similar functions and thus partial redundancy for a long time?
Which is the dominant mode of functional divergence, partitioning of existing
transcriptional regulation interactions, or the acquisition of new interactions?
Does a gene’s connectivity influence its chances to undergo gene duplication,
its rate of molecular evolution, or the ability to tolerate mutations? The
answers we obtain are preliminary, because information on the network’s
structure is still limited. Each among several data sets on transcriptional
regulation networks (Bhan et al. 2002; Guelzim et al. 2002; Lee et al. 2002;
Perez-Rueda and Collado-Vides 2000; Salgado et al. 2004) has its own
weaknesses, which include ascertainment biases and sometimes only indirect
evidence for transcriptional regulation. We here chose to use the most recent
and most exhaustive data available, based on a genome-wide chromatin
immunoprecipitation experiment (Lee et al. 2002). This analysis involved 106
transcriptional regulators and thousands of likely transcriptional regulation
interactions, indicated by the binding of transcriptional regulators to a gene’s
regulatory regions.

Methods
Transcriptional regulation data. To identify transcriptional regulators and
their target genes – the genes whose expression they regulate – we used
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results of an immunoprecipitation experiment conducted by Lee and
collaborators (Lee et al. 2002). This experiment determined the binding
affinity of well-documented transcriptional regulators to regulatory regions of
all Saccharomyces cerevisiae genes. The authors started with the 141 bestcharacterized transcription regulators in the Yeast Proteome Database
(Costanzo et al. 2000), and constructed yeast strains in which each of these
regulators was tagged with an epitope. Thirty-five of the regulators were
eliminated from the study because they were not expressed under the
experimental conditions (growth in the rich medium YPD, which contains
yeast extract, peptone, and dextrose) or because their tagging was
unsuccessful. This left 106 regulators for analysis (Lee et al. 2002).
For each of these 106 regulators, the epitope tag was used in three replicate
chromatin immunoprecipitation experiment (Knop et al. 1999) to identify
genomic DNA to which these regulators bound (Ren et al. 2000). The
immunoprecipitated DNA was hybridized to DNA microarrays containing the
regulatory regions upstream of known yeast genes. The fluorescence intensity
of a spot (regulatory region) on the array indicates the binding strength of a
transcriptional regulator to the regulatory region. This indication of binding is
quantitative, but for many analyses, a qualitative (all-none) indication of
binding and transcriptional regulation is more useful. The authors thus
developed an error model of binding that allowed them to assign a probability
or P-value of binding for each transcriptional regulator to a gene’s regulatory
region (Lee et al. 2002). This P-value indicates the confidence one has in a
factor’s binding to a specific DNA region. We here generally follow the
authors’ suggestion of equating bona fide binding of a transcriptional regulator
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to a target gene if this P-value is smaller than 10-3. This P-value minimizes the
number of false-positive binding interactions, while maximizing the number of
true positive regulator-target binding interactions (Lee et al. 2002). Doing so
results in 4358 interactions with P<10-3. We also repeated our analysis for
drastically less-stringent (P<10-2) and more stringent (P<10-5) binding
thresholds (results not shown), with no qualitative change to the results we
report in detail here.

Connectivity. It is important to be aware that the number of regulatory
regions bound by a transcription factors depends on the factor’s affinity to its
binding sites, as well as on the factor’s concentration in the cell. Thus,
connectivity is best thought of as a composite variable than a simple number.
This does not hold only for our data but for all analyses of molecular
interaction networks to date. With this caveat in mind, a natural representation
of the transcriptional regulation data generated by Lee (Lee et al. 2002) is a
directed graph. A node represents a gene and a directed edge from gene x to
gene y indicates that x is a transcription factor that has bound to the
regulatory region of gene y at P<10-3. In this case, will refer to gene x as a
transcription factor and to gene y as its target gene. The connectivity of a
transcriptional regulator is then the number of edges that emanate from it, its
outdegree, which is interpreted as the number of target genes it may regulate.
The connectivity of a target gene is its indegree, and reflects the number of
transcriptional regulators that bind to the regulatory region of that gene.
Because of considerable noise in the data, and because of the influence of
binding affinities and protein concentrations we mention above, a gene’s
connectivity is also best interpreted as a relative measure rather than an
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absolute number. In other words, when we call a gene highly connected, we
mean highly connected relative to other genes.

Duplicate genes. We identified pairs of duplicate genes in the yeast
Saccharomyces cerevisiae using a modified version of a previously published
genome analysis tool called GenomeHistory (Conant and Wagner 2002)
(http://www.unm.edu/~compbio/software/GenomeHistory). This tool determines
the extent of synonymous and non-synonymous nucleotide divergence
between any two sufficiently similar genes in a whole genome.
Briefly, we used GenomeHistory to carry out a three-step analysis. The first
step uses gapped BLASTP (Altschul et al. 1997) at an E-value threshold of
10-7 to identify candidates for duplicate genes in a whole genome. The second
step consists of an amino acid sequence alignment for candidate genes
identified in step one to determine pairs of duplicate genes. For our purpose,
a global sequence alignment in this step is less than ideal to identify
duplicates of transcriptional regulators. The reason is that only parts of
transcriptional regulators, especially their DNA binding domains, evolve slowly
and are reasonably well conserved in evolution (Ptashne 1988). Other parts,
most notably transcriptional activation domains, can evolve very rapidly. The
presence of rapidly evolving domains may hinder the identification of gene
duplicates through global sequence alignments. This is, for example indicated
by the observation that the yeast genome harbors fewer duplicates of
transcriptional regulators than of other classes of genes (Conant and Wagner
2002). For our data set, global alignment yields only five duplicate
transcriptional regulators. We thus modified GenomeHistory to carry out a
local alignment, using the Smith Waterman algorithm (Smith and Waterman
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1981), of candidate genes identified in the first step. Only gene pairs whose
local alignment extended over at least 100 amino acids, and whose amino
acid sequence was identical in more than 40% of its residues were included
as gene duplicates in the final, third step of the analysis. This third step
consists of a maximum likelihood estimate of the synonymous divergence
(Ks) and the non-synonymous divergence (Ka) of every pair of duplicate
genes, using a method established by Yang and Nielsen (Yang and Nielsen
2000). Because of the well known multiple substitution problem (Li 1997),
both synonymous and non-synonymous divergence estimates show limited
reliability for Ka(s)>1.0 respectively. Therefore, we retained only gene pairs
with Ka<1 for further analysis.

Orthologous genes. A recent study by Kellis and collaborators reported the
genomic DNA sequences of three yeasts, Saccharomyces mikatae,
Saccharomyces paradoxus, and Saccharomyces bayanus, closely related to
Saccharomyces cerevisiae (Kellis et al. 2003). From this study, we used data
on synonymous divergence Ks and nonsynonymous divergence Ka between
S. cerevisiae genes and their unambiguous orthologues from the yeast
Saccharomyces mikatae (file ‘b.KaKs_details-5.xls’ at
http://www.broad.mit.edu/annotation/fungi/comp_yeasts/). We also used the ratio

of non-synonymous to synonymous divergence Ka/Ks averaged for orthologs
in the 3 species pairs, S. cerevisiae - S. bayanus , S. cerevisiae - S.
paradoxus and S. cerevisiae - S. mikatae (file ‘b.KaKs_average.xls’).

Growth rates of mutant yeast strains. We utilized results from a
genome-scale experiment conducted by Steinmetz and collaborators, which
assayed the growth rates of 4,706 homozygous diploid yeast deletion strains
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(Steinmetz et al. 2002). Briefly, the authors generated a pool containing cells
from each deletion strain, and allowed cells in this pool to grow in a variety of
media. These included the rich medium YPD mentioned earlier, YPDGE
(0.1% glucose, 3% glycerol and 2% ethanol), YPE (2% ethanol), YPG (3%
glycerol), and YPL (2% lactate). The investigators assayed the growth rate of
individual strains by hybridizing DNA tags that identified each strain to an
oligonucleotide microarray. The growth rate thus measured is a growth rate
relative to the pool’s average growth rate.
We here discuss our analysis of publicly available data from one of two
replicate experiments (file ‘Regression_Tc1_hom.txt’ at http://wwwdeletion.stanford.edu/YDPM/YDPM_index.html) that reported the growth of

homozygous mutant strains grown in the five different media listed above. The
other replicate experiment yielded qualitatively identical results (not shown).
We were able to analyze 1716 genes for which both gene deletion data and
transcriptional regulation data was available. We discuss results in detail for
only one of the five media, YPD, because the other four media yielded
qualitatively identical results (not shown). However, we also report results for
a mutant’s maximum growth rate difference among the five media to the
pool’s average growth rate (Steinmetz et al. 2002). This last measure of a
gene deletion’s effect indicates the greatest growth rate reduction a strain
suffers in any of the five media, because most gene deletion strains with a
change in growth rate suffer a reduced growth rate. In our statistical analysis
of this and other data, we consider the result of any statistical test that rejects
a null-hypothesis as highly significant if P<0.001, and as non-significant if
P>0.05.
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Results
Network representation. The data we use here (Lee et al. 2002) contains
the binding affinity of 106 yeast transcriptional regulators to regulatory regions
of genes in the Saccharomyces cerevisiae genome. This data can be viewed
as a directed graph whose nodes are genes. A directed edge from gene x to
gene y indicates that x is a transcription factor likely to regulate the expression
of gene y. We will refer to the genes whose expression a transcriptional factor
regulates as the regulator’s target genes. The outdegree of a regulator, that
is, the number of directed edges emanating from it, is the number of its target
genes. The indegree of a target gene is the number of regulators that
potentially influence the target gene’s activity by binding to its regulatory
region. Figure 6 shows the structure of this network. The majority of the 106
regulators and 2363 target genes are part of one large subgraph or
component with 2925 edges. There are four regulators that are at the center
of disconnected components, which involve a total of 21 target genes. Both
the distribution of indegrees and outdegrees have previously been
characterized for transcriptional regulation networks, and we will not belabor
them here (Bhan et al. 2002; Featherstone and Broadie 2002; Guelzim et al.
2002; Lee et al. 2002). Information on gene duplications can be
superimposed onto this network by introducing undirected edges into the
graph: Any two nodes are connected by an undirected edge, if they are the
products of a gene duplication. Gene duplication is rampant in this
transcriptional regulation network. For example, 27% (1688/6267) of target
genes have at least one duplicate in the yeast genome. Figure 7 shows an
undirected graph whose nodes correspond to only duplicated target genes,
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Figure 6 - A graph representation of the transcriptional regulation network.
The large red nodes represent transcriptional regulators, the small blue nodes represent
target genes, and a green edge between two nodes represents binding of the regulator to a
target gene’s regulatory region (P< 0.001 in the binding model of (Lee et al. 2002)). The
edges are shown as undirected solely to render the representation less cluttered. Note that
all but four regulators are connected in one giant component.

Figure 7 - Gene duplications among target genes of transcriptional regulators.
Blue nodes represent target genes. A gray edge connects two nodes if these two nodes are
gene duplicates with amino acid divergence Ka < 1.0.

Figure 8 - Regulatory interactions among transcriptional regulators.
All nodes in this graph represent genes encoding transcriptional regulators. An edge between
two nodes represents a potential regulatory relationship between regulator and its target
gene, as indicated by the regulator’s binding to the target gene’s regulatory region (P< 0.001
in the error model of (Lee et al. 2002)). Three classes of transcriptional regulators are
distinguished here, regulators that may influence the expression of other transcriptional
regulators but are themselves not transcriptionally regulated (large red circles), regulators that
regulate the expression of other regulators and are also transcriptionally regulated (medium
red circles), and regulators that do not affect the expression of other transcriptional regulators
(small red circles). Squares indicate autoregulation.
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where an edge between two nodes indicates that they are duplicates of each
other. The vast majority of gene families in this graph contain fewer than four
genes, with a few larger gene families clustered in the center. The size and
complexity of the graphs in Figure 6 andFigure 7 shows that little useful
information can be extracted from a mere visualization of this data. A more
quantitative analysis is called for, an analysis that we will pursue below. We
will separately ask similar questions of the two classes of genes –
transcriptional regulatory genes and their target genes – constituting the
network depicted in Figure 6. Unfortunately, the distinction between
transcriptional regulators and target genes is not clear-cut, because a
regulator’s expression can itself be transcriptionally regulated. Specifically, of
the 106 transcriptional regulators, 50.9% (54/106) are also potentially subject
to transcriptional regulation by one of the 106 regulators. We here make the
choice to include transcriptional regulators regulated by other regulators in our
analysis of target genes. Doing so does not materially affect our results,
because transcriptional regulators that are themselves regulated constitute
only 2.3% (54/2363) of target genes.

Transcriptional regulators. A majority (83 among 106 or 78%) of
regulators are single copy genes, whereas 23 regulators (22%) have at least
one duplicate elsewhere in the genome. Ten transcriptional regulators
constitute 5 pairs of duplicates, whereas the duplicates of the remaining 13
duplicate regulators are not among the 106 transcriptional regulators analyzed
by Lee and collaborators (Lee et al. 2002). However, the duplicates of the 13
regulators whose function has been characterized have been implicated in
transcriptional regulation as well, according to information available in the
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Saccharomyces Genome Database SGD (http://www.yeastgenome.org/). All of
the duplications are ancient, as indicated by the fact that all pairs of duplicates
involving one regulator have a synonymous divergence of Ks>1. This and the
small number of duplicate regulators render a meaningful statistical analysis
of functional divergence after regulator duplication difficult.
Figure 8 shows a network representation of all the regulators that have
regulatory interactions with other regulators. The majority of the regulators in
the network (87% or 66/76) are contained in one large connected component.
For this network, we asked whether there are any systematic differences
between regulators that affect the expression of other regulators and
regulators that do not. We found one such difference. Regulators that do not
affect the expression of other regulators and that have large numbers of target
genes are underrepresented in this network Table 5). Specifically, about half
of all regulators that regulate other regulators have fewer than 50 target
genes, and the other half has as many as 250 target genes. In contrast, the
vast majority (96%) of other regulators have fewer than 50 target genes, with
the remaining 4% having between 50 and 100 target genes. An exact
binomial test shows that this difference between the two classes of regulators
is highly significant (P = 5.08 x 10-13; n = 51). Among those regulators that
may affect the expression of other regulators, there is another prominent
statistical trend: The higher a regulator’s number of target genes, the smaller
the fraction of regulators whose expression it regulates (Figure 9). Again, this
statistical association is highly significant (Kendall’s τ = -0.50; P = 1.17 x 10-7;
n = 54).
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Figure 9 - Number of target genes of transcriptional regulators (horizontal axis) plotted
against the fraction of a regulators target genes that are regulators (vertical axis).
-7

Kendall’s τ = -0.50; P = 1.17 x 10 ; n = 54.

Table 5 - An exact binomial test to compare the binomial distribution of each column in
the table.

Number of
Target Genes
(1, 50]
(50, 275]
Totals

Regulators that
Regulate Regulators
28
26
54

Regulators
That Do Not
49
2
51

Totals
77
28
105

Pr(x ≤ 2) = 5.08 x 10-13

Binomial n = 54, p = 26

The null hypothesis is that the columns derive from the same (binomial) distribution. We
calculated the parameters defining a binomial distribution from the left column (n = 54, p =
26/54) and used the value of p to find the probability that x, the number of regulators that do
not regulate other regulators and that have more than 50 target genes, is smaller than or
-13
equal to 2, Pr(x ≤ 2) = 5.08 x 10 .
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Connectivity and importance. The connectivity of a molecule is the result
of multiple factors, such as the binding affinity to other molecules – DNA in the
case of transcription factors – and a molecule’s concentration in the cell. It
has been argued that highly connected molecules may be more important to
the functioning of a cellular network and to fitness, such that mutations – point
mutations, gene deletions, or gene duplications – would have on average a
more drastic fitness effect in such molecules (Albert et al. 2000; Jeong et al.
2001). We examined this hypothesis in three complementary ways, by
analyzing the effects mutations in regulators of different outdegree have on
the organisms. First, has the removal of a highly connected regulator a more
deleterious effect on cell growth? Figure 10 and Figure 11 show the answer to
this question, obtained from data on the growth rates of gene deletion strains
in yeast transcriptional regulatory genes (Steinmetz et al. 2002). Figure 10
shows a weak negative association between a regulator’s number of target
genes and growth rate on rich medium. That is, deletion of highly connected
transcriptional regulators leads to slightly slower growth. However, no
significant association exists between a regulator’s number of target genes
and the maximum difference in growth rate among five different media when
the regulator is eliminated (Figure 11).
In a second attempt to address the above hypothesis, we asked whether
highly connected regulators evolve more slowly, that is, whether they are
under more severe evolutionary constraints? This would indicate that their
encoding genes could tolerate fewer mutations. Figure 12 shows the results of
an analysis addressing this question with 51 unambiguous orthologues of the
regulators in the genome of the yeast, S. mikatae, which is closely related to
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Figure 10 - Growth rate and highly connected regulators.
The horizontal axis shows a regulator’s number of target genes. The vertical axis shows the
growth rate of a yeast strain with a homozygous deletion mutant in a transcriptional regulator
on the rich medium YPD (Kendall’s τ = -0.207; P = 0.011; n = 71). The growth data is
normalized to one. That is, a value of one represents no growth change in the mutant, and a
value of less than one indicates slower growth.

Figure 11 - Growth rate and highly connected regulators.
The horizontal axis shows a regulator’s number of target genes. The vertical axis shows the
maximum growth rate difference of a mutant to the pool average (Steinmetz et al. 2002) for
five different growth media (Kendall’s τ = 0.114; P = 0.160; n = 71). A value of zero indicates
that the deletion mutant grows as fast as the wild-type in all five media. The more a value
differs from zero, the more the mutant’s growth rate is affected in at least one medium.
Because most deletions that affect growth cause a reduction in growth rate, this means that
large values on the vertical axis indicate a severe growth rate reduction.
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Figure 12 - Do highly connected genes evolve at different rates?.
The horizontal axis shows a regulator’s outdegree, that is, its number of target genes. The
vertical axis shows the ratio Ka/Ks of non-synonymous to synonymous divergence of the
regulatory gene to an unambiguous orthologue in a closely related yeast, S. mikatae (Kellis et
al. 2003). No significant statistical association is observed (Kendall’s τ = -0.021; P = 0.825; n
= 51

Figure 13 - Do highly connected genes evolve at different rates?
The horizontal axis shows a target gene’s indegree, that is, the number of regulators that bind
to its regulatory region. The vertical axis shows the average of the ratio Ka/Ks of nonsynonymous to synonymous divergence of the target gene to an unambiguous orthologue in
a closely related yeast S. mikatae. No significant statistical association is observed (Kendall’s
τ = 0.026; P = 0.285; n = 772).

56

S. cerevisiae. We plotted the ratio of non-synonymous to synonymous
divergence Ka/Ks as an indicator of evolutionary constraints (Li 1997). It
shows that highly connected regulators do not evolve at rates different from
other regulators (Kendall’s τ = -0.021; P = 0.825; n = 51). Identical results
(not shown) hold for non-synonymous divergence Ka instead of Ka/Ks for S.
mikatae, and also for the average ratio Ka/Ks among orthologs in the three
species pairs S. cerevisiae - S. bayanus , S. cerevisiae - S. paradoxus and S.
cerevisiae - S. mikatae.
Third, are regulators with many target genes less likely to have undergone a
gene duplication sometime in the past? The answer is contained in Table 6,
where we categorized regulators by the number of their target genes. Eightynine of the 106 regulators (84%) have 80 or fewer target genes, and 17
regulators (16%) have more than 80 target genes. An exact binomial test
indicates that single-copy genes are not underrepresented among highly
connected regulators (P = 0.060; n = 83). In other words, high connectivity
does not reduce the likelihood that a regulator’s duplicate is preserved in the
evolutionary record. The converse question is whether a regulator’s
connectivity may not only influence its own likelihood to undergo duplication,
but also the likelihood that any of its target genes undergoes duplication
without deleterious effects. We thus asked whether there is a correlation
between a regulator’s number of target genes and the fraction of these target
genes that have undergone duplication. Figure 14 shows that the answer is
no (Kendall’s τ = -0.104; P = 0.114; n = 105).
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Figure 14 - No significant association exists between a regulator’s number of target
genes (horizontal axis), and the fraction of target genes that have undergone
duplication (vertical axis).

Table 6 - An exact binomial test to compare the binomial distribution of each column in
the table

Number of
Target Genes
(1, 80]
(80, 275]
Totals

Duplicate
Regulators
16
7
23

Binomial n = 23, p = 7/23:

Single Copy
Regulators
73
10
83

Totals
89
17
106

Pr(x ≥ 10) = 0.06

The null hypothesis is that the columns derive from the same (binomial) distribution. We
calculated the parameters defining a binomial distribution from the left column (n = 23, p =
7/23) and used the value of p to find the probability that x, the number of single copy
regulators that have more than 80 target genes, is greater than or equal to 10, Pr(x ≥ 10) =
0.06
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Target genes. Just as we did for regulators, we asked, in three
complementary ways, whether target genes with high connectivity (indegree)
have different propensity to suffer deleterious mutations. First, has the
removal of a highly connected target gene a more deleterious effect on cell
growth? Figure 15 andFigure 16 show the answer to this question, obtained
from data on the growth rates of gene deletion strains in yeast transcriptional
regulatory genes (Steinmetz et al. 2002). Figure 15 shows that there is no
statistically significant association between indegree and growth rate on rich
medium. The same holds for Figure 16, which uses the difference between
indegree and maximum difference in growth rate among five different media
as an indicator of deletion effect. However, it is noteworthy that the figure
indicates a negative association between the maximal reduction in growth rate
on rich medium for any gene of a given indegree (Figure 15), as well as a
negative association between the maximal difference in growth rate among
five media and indegree (Figure 16). In other words, the maximal effect of a
gene deletion decreases with target gene connectivity.
Second, do highly connected target genes, target genes whose expression is
influenced by many regulators, evolve more slowly, that is, are they under
more severe evolutionary constraints? This would indicate that their encoding
genes could tolerate fewer mutations. Figure 13 shows the results of an
analysis addressing this question with 772 unambiguous orthologues of the
target genes in the genome of the yeast, S. mikatae, which is closely related
to S. cerevisiae. We plotted the ratio of non-synonymous to synonymous
divergence Ka/Ks as an indicator of evolutionary constraints (Li 1997). It
shows that highly connected target genes do not evolve at different rates than

59

Figure 15 - Growth rate and highly connected target genes.
The horizontal axis shows the number of regulators that bind to the regulatory region of a
target gene. The vertical axis shows the growth rate on YPD medium of a yeast strain with a
homozygous deletion mutant in a target gene (Kendall’s τ = -0.022; P = 0.164; n = 1716). The
growth data is normalized to one. That is, a value of one represents no growth change in the
mutant, and a value of less than one indicates slower growth

Figure 16 - Growth rate and highly connected target genes.
The horizontal axis shows the number of regulators that bind to the regulatory region of a
target gene. b) The vertical axis shows the maximum growth rate difference of a mutant to the
pool average (Steinmetz et al. 2002) for five different growth media (Kendall’s τ = 0.026; P =
0.101; n = 1716). A value of zero indicates that the deletion mutant grows as fast as the wildtype in all five media. The more a value differs from zero, the more the mutant’s growth rate is
affected in at least one medium. Because most deletions that affect growth cause a reduction
in growth rate, this means that large values on the ordinate axis indicate a severe growth rate
reduction.
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other target genes (Kendall’s τ = 0.026; P = 0.285; n = 772). Identical results
(not shown) hold for non-synonymous divergence Ka instead of Ka/Ks for S.
mikatae, as well as for average ratio Ka/Ks for orthologs in the 3 species pairs
(S. bayanus , S. paradoxus and S. mikatae), where we averaged the ratio
Ka/Ks of the 3. All results show that highly connected target genes do not
evolve at different rates than other target genes.
Third and finally, are highly connected target genes less likely to have
undergone gene duplications sometime in the past? The answer is contained
in Table 7, where we categorized target genes by the number of their
regulators. Out of 2363 target genes, 2328 or (98.5%) have seven or fewer
regulators, and 35 target genes have more than 7 regulators. An exact
binomial test indicates that there are fewer duplicated highly connected target
genes than single-copy highly connected target genes (P = 1.9 x 10-8; n =
492). In other words, high connectivity may reduce the likelihood that a
regulator’s duplicate is preserved in the evolutionary record. The converse
question is whether the regulators of highly connected target genes show
different propensity to undergo gene duplication. Figure 17 shows the
indegree of a target gene plotted against the fraction of its regulators that
have at least one duplicate in the yeast genome. The association is weak
(Kendall’s τ = 0.149) but highly significant (P = 2.1 x 10-27; n = 2364), showing
that the regulators of highly connected target genes are slightly more likely to
undergo gene duplication.

Divergence after gene duplication. Finally, there is the question about
the rate and extent of functional divergence after gene duplication. We could
not address this question for the transcriptional regulators, because of their
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Figure 17 - Regulators of highly connected target genes are more likely to undergo
gene duplication
-27

Kendall’s τ = 0.149; P = 0.210 x 10 ; n = 2364. The horizontal axis shows the indegree of a
target gene, i.e. the number of regulators bound to its regulatory region. The vertical axis
shows the fraction of a target gene’s regulators that have undergone at least one gene
duplication. The vast majority of genes have only one potential regulator. For the majority of
the remaining target genes, the fraction of duplicate regulators is smaller than 0.1, in line with
the observation that most regulators are encoded by single copy genes.

Table 7 - An exact binomial test to compare the binomial distribution of each column in
the table.

InDegree
(1,7]
(7, 18]
Totals

Duplicate
Target Genes
487
5
492

Single Copy
Target Genes
1841
30
1871

Totals
2328
35
2363

Pr(x ≤ 5) = 1.90 x 10-8

Binomial n = 1871, p = 30/1871:

The null hypothesis is that the columns derive from the same (binomial) distribution. We
calculated the parameters defining a binomial distribution from the right column (n = 1871, p =
30/1871) and used the value of p to find the probability that x, the number of single copy
target genes that have more than 7 regulators that influence their expression, is less than or
-8
equal to 5, Pr(x ≤ 5) = 1.90 x 10 .
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small numbers, but we can address it for target genes. The proportion of
regulators shared by two target genes can serve as a proxy of their similarity
in expression regulation, which is one among several indicators of gene
function. We are well aware that two genes with similar expression patterns
may have different transcriptional regulators, and vice versa. However, there
must be at least some statistical association between two genes’ expression
similarity and their similarity in the regulators bound to them. Otherwise highly
successful approaches to identify regulatory DNA sequences through a
combination of DNA sequence and gene expression analysis would not work
(Bussemaker et al. 2001).
We determined for every pair of duplicate target genes T1 and T2, the number
d1 of regulators binding to the regulatory region of T1, the number d2 of
regulators binding to the regulatory region of T2, as well as the number d12 of
regulators binding both target regulatory regions. The fraction of shared
regulators is then properly defined as d12/(d1+d2-d12). Figure 18 and Figure
19 shows this fraction of shared regulators as a function of the nonsynonymous divergence (Ka) and synonymous or silent divergence (Ks),
respectively, between duplicate target genes. The solid line in both panels
indicates the average fraction of shared regulators (0.02) between any two
randomly chosen target genes in the network. The dotted line indicates the
average fraction of shared regulators plus one standard deviation (0.02+0.14
= 0.16) between any two randomly chosen target genes in the network. Both
panels show a highly significant negative association between sequence
divergence and the fraction of shared regulators. In addition, it is evident that
many duplicate target gene pairs with high sequence similarity have diverged
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Figure 18 - Negative association between sequence divergence and regulators shared
by duplicate target genes.
The vertical axes show the fraction of transcriptional regulators bound to both regulatory
regions of a duplicate pair. The solid lines in both panels indicate the average fraction of
shared regulators (0.02) between two randomly chosen target genes in the network. The
dotted lines indicate the average fraction of shared regulators plus one standard deviation
(0.02 + 0.14 = 0.16) between any two randomly chosen target genes in the network. These
lines are based on one thousand randomly chosen target gene pairs. Sequence divergence
-36
as measured by the non-synonymous divergence Ka. (Kendall’s τ = -0.265; P = 3.60 x 10 ; n
= 999

Figure 19 - Negative association between sequence divergence and regulators shared
by duplicate target genes.
The vertical axes show the fraction of transcriptional regulators bound to both regulatory
regions of a duplicate gene pair. The solid lines in both panels indicate the average fraction of
shared regulators (0.02) between two randomly chosen target genes in the network. The
dotted lines indicate the average fraction of shared regulators plus one standard deviation
(0.02 + 0.14 = 0.16) between any two randomly chosen target genes in the network. These
lines are based on one thousand randomly chosen target gene pairs). Sequence divergence
-21
as measured by the synonymous divergence Ks. (Kendall’s τ = -0.245; P = 1.50 x 10 ; n =
675).

64

completely in the regulators bound to them. In fact, the statistical association
we observe is largely due to an increasing number of duplicates with no
shared regulators as duplicates diverge. The statistical association we
observe here and the large number of duplicates with no shared regulators is
not the result of a conservative binding threshold (P<0.001) we used in this
analysis. We observe it also for greatly relaxed binding thresholds (P<0.05)
(results not shown). In sum, divergence after duplication is often rapid.
A very similar approach allowed us to ask whether duplicate target genes
diverge largely through loss of transcriptional regulator binding in one of the
genes. This is what recent models of gene divergence emphasizing
subfunctionalization of genes suggest (Force et al. 1999a). Conversely, it is
possible that divergence evolves through the addition of many new
transcriptional regulation interactions. Immediately after a gene duplication, if
both the coding and the regulatory region are duplicated, the sum of the
number of transcription factors binding to both duplicates' regulatory regions is
d1+d2 = 2d, where d is the number of transcriptional regulators bound to the
ancestral gene (before duplication). If divergence occurs only through loss of
binding sites, then d1+d2 will decrease after duplication and approach d1+d2
= d, the number of binding interactions before duplication. Conversely, if
divergence involved largely addition of new interactions, then d1+d2 should
increase after duplication. Figure 20 clearly shows that the second scenario
is not the case: d1+d2 decreases after duplication.
Does this mean that only loss of binding sites occurs during divergence? No.
It only means that there is a net loss of binding sites during divergence after
duplication. To assess whether gain of binding sites is important, we carried
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out a second analysis, where we focused only on those duplicate gene pairs
that have completely diverged, that is, d12=0 so gene pairs share no
transcriptional regulators. If loss of transcription factor binding sites is
exclusively responsible for the divergence of duplicates, then the combined
degrees d1+d2 of completely diverged duplicates should be identical to the
degree d typically found in single-copy genes. Figure 21 shows that this is not
the case, regardless of whether one examines very young (Ks<0.25) or older
duplicates. Completely diverged duplicate genes always show a combined
degree significantly higher than single-copy genes, which demonstrates that
gain of transcription factor binding sites plays a significant role in their
divergence.

Figure 20 - Sequence divergence and divergence of the number of regulators affecting
duplicate target genes.
The horizontal axis indicates synonymous sequence divergence Ks between duplicate target
genes. a) The vertical axis indicates the sum d1+d2 of the number of transcriptional
regulators binding to regulatory regions of two duplicate target genes. The solid horizontal line
indicates 2d,where d is the average number of regulators binding to the regulatory region of
single copy genes. Standard errors for d are too close to the mean to be visible in the plot.
The number of regulators binding to two duplicate target genes declines with synonymous
divergence (Kendall's = -0.100; P = 0.005; n = 503
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Figure 21 - Sequence divergence and divergence of the number of regulators affecting
duplicate target genes Includes only duplicate target gene pairs that have completely
diverged since their duplication, i.e., gene pairs where d12 = 0.
Gene pairs are grouped in four bins according to their synonymous divergence. We tested the
null hypothesis that the sum of the degrees of completely diverged duplicates is identical to
the degree d of single copy genes using a Mann-Whitney U-test (Sokal and Rohlf 1995). The
null-hypothesis is rejected for all four bins examined. This indicates that gain of transcriptional
regulation interactions plays a significant role in functional divergence of duplicate target
genes.

Discussion
Our primary focus here was a descriptive analysis of the largest available
genome-scale experimental data set on the yeast transcriptional regulation
network, with an emphasis on how the connectivity of a gene in the network
can influence its molecular evolution. In such an analysis, it is expedient to
distinguish two classes of genes, regulators and their target genes. Doing so,
however, has a disadvantage: there are many fewer regulators than target
genes, rendering their statistical analysis more difficult. The problem is
aggravated for one important class of mutations that affect a network’s
structure, gene duplications. All duplications of transcriptional regulators in
yeast are ancient, and transcriptional regulators have few gene duplicates
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when compared with other classes of genes. The latter pattern has been
observed previously in an analysis that used global sequence alignment to
identify duplicate genes (Conant and Wagner 2002). Because some domains
of transcriptional regulators – especially their DNA binding domains – evolve
slowly, whereas other domains evolve rapidly, global sequence alignments
may miss duplicate regulators. However, the underabundance of duplicate
regulators does not disappear when we use local instead of global sequence
alignment to circumvent this problem. For instance, we found here that 27% of
target genes have duplicates, whereas only 22% of regulators do. This
indicates that duplication of transcriptional regulators has been less prevalent
than duplication of target genes in the evolution of the yeast transcriptional
regulation network. This paucity of gene duplication in transcriptional
regulation gene may be specific to yeasts, because it is not observed in the
fruit fly Drosophila melanogaster or in the worm Caenorhabditis elegans
(Conant and Wagner 2002). It may thus be a peculiarity of the evolutionary
history of yeasts rather than a general feature of transcriptional regulation
networks. If this is the case then yeast may not be the best species for this
type of study. For the data available and for our purpose it means that we
have very limited data to examine the role duplications of regulatory genes
have played in this network’s evolution.

Caveats. The analysis we carried out here has several caveats. The first of
them is that the nature of the experiment limits transcriptional regulators to
DNA-binding proteins. However, it is increasingly appreciated that
transcriptional regulation in eukaryotes involves large multi-protein
complexes, not all of whose members contact DNA (Ptashne 1988). Second,

68

the experiments will preferentially identify regulation of genes expressed in
rich medium. Thirdly, the data set of 106 transcriptional regulators does not
include all transcriptional regulators in yeast. Lastly, the binding of a
transcription factor to a target gene’s promoter region is indicative but not
conclusive of transcriptional regulation. We nevertheless chose to work with
this data because it represents by far the largest unbiased body of information
on potential transcriptional regulation. Other data sets (Bhan et al. 2002;
Guelzim et al. 2002; Lee et al. 2002; Perez-Rueda and Collado-Vides 2000;
Salgado et al. 2004) are not only significantly smaller, they also have other
shortcomings, most prominently an ascertainment bias of unknown magnitude
that could distort results in unknown ways. We are, however, aware that our
results are preliminary and await confirmation through improved experimental
data.

Gene connectivity and importance. A prominent hypothesis in the study
of biological networks suggests that highly connected molecules are more
important to the network, in the sense that the network’s global structure –
and hence its function – is most severely impaired when such molecules
suffer mutations (Albert et al. 2000; Jeong et al. 2001). To begin with, how
does one best think of connectivity? Much genome-scale data on molecular
networks identifies two molecules as either interacting or not interacting.
However, the association of two molecules in a cell is governed by
thermodynamic principles. It is influenced by parameters such as dissociation
constants and a molecule’s concentration in the cell. Proteins have widely
varying binding affinities to each other, and widely varying concentrations in
the cell. Similarly, transcriptional regulators have widely varying binding
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affinities to their sites on DNA and widely varying concentrations. Any
qualitative data on molecular interactions, such as available genome-scale
protein interaction data, captures such variation poorly. The problem is
alleviated with the semi-quantitative data that we use here, because this data
reflects the confidence one has in the binding of a factor to a regulatory
region. However, this data cannot disentangle the effects of concentration and
binding affinity. The total connectivity of a transcriptional regulator – its
outdegree – should thus be understood as a composite variable influenced by
binding affinities and transcription factor concentrations. It is with this
qualification – which holds for all current analyses of molecular interaction
networks – that our results should be interpreted.
The hypothesis that connectivity relates to a molecule’s importance has been
mostly explored with protein interaction networks, with conflicting results
(Fraser et al. 2002; Fraser et al. 2003; Hahn et al. 2004; Jeong et al. 2001;
Jordan et al. 2003a; Jordan et al. 2003b). The disadvantage of protein
interaction data is that such data contain an especially large amount of
experimental noise (Gilchrist et al. 2004; von Mering et al. 2002), and that the
biological significance of two proteins’ interaction is not always clear. In
contrast, transcriptional regulation interactions have a clear interpretation:
transcription factors regulate genes whose expression is necessary for
biological processes. The notion that highly connected regulators are
functionally more constrained than other regulators, because they may affect
the expression of more target genes, is therefore especially plausible for
transcriptional regulation networks.
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To address this hypothesis, we first examined whether deletion of highly
connected regulators causes more severe growth reduction in yeast. We
found a weak statistical association supporting this notion on the rich medium
YPD. The problem with interpreting this kind of result is that the growth
reduction of a mutant may depend on the growth medium used. So we also
asked whether a statistical association exists between a regulator’s number of
target genes, and the maximal growth defect observed in five different growth
media. The statistical association observed in YPD disappeared in this
analysis.
A major problem with this type of analysis, in addition to the environmental
dependence of mutational effects, is that growth rate reductions much smaller
than observable in the laboratory may affect a microbe’s fitness, and that a
microbe’s fitness is not only determined by its growth rate. A complementary
analysis thus asks whether highly connected regulators are under more
severe evolutionary constraints, in that fewer amino acid changes are
preserved in their evolutionary record. To this end, we compared S. cerevisiae
transcriptional regulators to their orthologues in the closely related yeast
Saccharomyces mikatae. We found that regulators with many target genes do
not evolve more slowly than other regulators.
Gene duplications are a third class of mutations – aside from gene deletions
and point mutations – that may affect network function. A gene duplication
can cause an increase in expression of a transcriptional regulator, which may
affect the expression of target genes, especially if these target genes are
regulated jointly with other regulators. It may be the case that highly
connected regulators are less likely to undergo duplications that have been
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preserved in the evolutionary record. However, we did not observe any such
trend. In sum, three independent lines of evidence suggest that the
connection between a transcriptional regulator’s high connectivity and the
network’s sensitivity to changes in it is tenuous to nonexistent.
An analogous question can be asked for the target genes of transcriptional
regulators instead of the regulators themselves. A highly connected target
gene is a target gene to whose regulatory regions many regulators bind.
Some such target genes may be combinatorially regulated, whereas others
may function in different biological processes, and different regulators may
thus regulate their expression at different times. Because of their potential
involvement in multiple processes, some highly connected target genes may
also be more susceptible to mutations. We find, however, that deletion of
highly connected target genes does not generally lead to slower growth. In
addition, and contrary to what one might expect, highly connected target
genes may evolve slightly faster than other target genes. Only gene
duplications show a semblance of the expected pattern: Duplicate genes are
slightly less abundant among highly connected genes. Taken together, these
three lines of evidence show that there is no strong and consistent support for
an association between gene connectivity and an organism’s ability to tolerate
genetic changes in the gene.

Divergence after gene duplication. One question that an analysis of
gene networks can address is how gene duplicates diverge in function. This
question has two facets, the first of which we already mentioned in the
introduction: How rapidly do two genes diverge in their functions? Other
studies suggest that indicators of functional similarity among duplicate genes
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show a highly significant but only weak statistical association with sequence
divergence or duplication age. This has been observed for similarity in gene
expression (Gu et al. 2002; Wagner 2000) and similarity in protein interactions
(Wagner 2001). Our analysis of duplicate target genes of transcriptional
regulators confirms this observation. Specifically, the fraction of regulators
shared by two duplicate target genes, that is, the fraction of regulators that
bind to the regulatory regions of both genes decreases with the amino acid
sequence divergence of the duplicates, as has been observed also by others
(Maslov et al. 2004). It also decreases with the divergence of the duplicates
at synonymous (silent) sites, an indicator of a gene duplication’s age. These
statistical associations, although highly significant, are weak. Part of the
reason is that even highly similar or recently arisen gene duplicates can have
diverged considerably in the regulators bound to them. In other words,
divergence in gene regulation after duplication is often rapid.
A second facet of the above question regards the mode of functional
divergence after gene duplication. A prominent hypothesis emphasizes the
importance of losing some of a gene’s functions after duplication, in order for
both duplicates to be preserved (Force et al. 1999b; Lynch and Force 2000).
Many genes have multiple functions, and when a multifunctional gene
becomes duplicated, either duplicate can lose one or more of these functions,
as long as they are preserved in the other duplicate. Through selective loss of
functions, both duplicates are rendered essential and can no longer be
eliminated from the genome. Supporting evidence for this mode of
divergence has come from studies of mutational effects in duplicate genes,
and from expression studies of duplicate genes in higher organisms,
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(reviewed in Prince and Pickett 2002). In gene expression studies, for
example, duplicate genes sometimes show a mode of expression restricted to
a subset of the expression domains of their ancestral single copy gene in a
related organism. A second mode of divergence that can render one or both
duplicates essential is neofunctionalization, the acquisition of new functions.
Because degenerative mutations that eliminate transcription factor binding
and thus potentially gene expression may be more abundant than mutations
that lead to new functions, subfunctionalization might be a much more
important mode of divergence than neofunctionalization. However, our
analysis here indicates that both modes of divergence play a role. On one
hand, gene duplicates experience a net loss in the number of transcription
factors binding to them. On the other hand, the number of transcription factors
that bind to completely diverged duplicates is significantly greater than
expected if loss of binding is solely responsible for the divergence of duplicate
genes. With the benefit of hindsight, the importance of neofunctionalization
may not be all that surprising. Recent work has shown that new transcriptional
regulation interactions can evolve very rapidly in large microbial populations
(Stone and Wray 2001). Part of the reason is that binding sites for
transcriptional regulators are short, and that they can often arise by chance
alone (Stone and Wray 2001). In addition, population genetic theory shows
that genetic drift, which is necessary for the process of subfunctionalization, is
weakest in the large populations of typical microbes, which would render
neofunctionalization more prominent in yeast (Force et al. 1999b; Lynch and
Force 2000)
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Regulators of regulators. Despite the small numbers of transcriptional
regulators in this network, we were able to make some intriguing although
currently unexplained observations about these regulators. One of them is
that regulators which regulate the expression of other regulators tend to have
more target genes overall. It would be tempting to call such regulators master
regulators. However, the expression of such highly connected regulators is
also influenced by other, less highly connected regulators. Thus, when faced
with the full complexity of regulatory gene networks, a naive distinction
between master regulators and other regulators may be unhelpful in
understanding network structure.
A second observation is that regulators with many target genes tend to
regulate the expression of a smaller fraction of other regulators than
regulators with fewer target genes. There is one obvious candidate
explanation for this finding: Mutations in highly connected regulators may
have strong pleiotropic effects. A mutation in such regulators may affect the
expression of many target genes, and is more likely to be deleterious than a
mutation in a less highly connected regulator. If such a mutation affects the
expression of another regulator, together with the expression of this
regulator’s target genes, the likelihood that the mutation is deleterious may be
even greater. Highly connected regulators may thus benefit from a reduction
in the number of other regulators they regulate. Despite the plausibility of this
argument, our analysis of the relation between connectivity of regulators and
their importance to the network does not support it. There is at best a weak
link between a regulator’s number of target genes and the effects of mutations
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in the regulator on the organism. In sum, we currently do not have a functional
explanation for either of these regulatory patterns.

Conclusion
Answering questions about the evolutionary forces that affect genetic
networks might be helpful in closing the gap between our understanding of
biology at the molecular and organismal level of organization. The study we
present here shows how much work remains to be done. So far, only the most
basic associations between a gene’s connectivity and its evolution have been
explored. Our study is no exception. The available work does not even allow
us to exclude the possibility that the large-scale structure of regulatory
networks has little biological significance, and that only small-scale scale
network features may be truly of biological importance (Conant and Wagner
2003a; Milo et al. 2002; Shen-Orr et al. 2002). Even basic regulatory
patterns, such as those in the preceding two paragraphs, do currently not
have a place in a larger understanding of network structure. Not only new
data but also new hypotheses will be necessary to assess whether the largescale structure of biological networks really provides a bridge between
molecules and organisms.
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